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Abstract 

This paper describes several experiments 
that involve the English-Estonian parallel 
corpus of the University of Tartu. The 
paper provides an overview of the creation 
process of the corpus, presenting a novel 
method that enables us to combine two 
corpora by also checking and improving 
the quality of alignment. Also, we present a 
report of the first experiments of automatic 
lexicon extraction from English-Estonian 
parallel corpora. The extracted lexica can 
be used in statistical MT, human transla-
tion, or in language learning. 

1 Introduction 

A parallel corpus is a collection of texts, each of 
which is translated into one or more other languag-
es than the original. A parallel corpus also contains 
translation correspondences between the source 
text and its translations at different level of consti-
tuents (e.g. word level, sentence level). 

Parallel corpora are objects of wide interest, at 
present because of the opportunity offered to align 
original and translation and gain insights into the 
nature of translation. From this work it is hoped 
that tools to aid translation will be devised. 
Probabilistic machine translation (MT) systems 
can moreover be trained on such corpora. Large 
parallel corpora are widely produced in the 
business of communication in multilingual 
societies, such as the United Nations, NATO, the 
EU and officially bilingual countries such as 
Canada.  

This paper discusses a couple of ways of profit-
ing from linguistic information concealed in paral-
lel corpora through practical applications, especial-
ly in view of the English-Estonian parallel corpus 
of the University of Tartu. 

MT needs large parallel corpora. Their creation 
is a costly and labour-intensive process and there 
are never too many. It is no wonder that once a 
language pair has more than one parallel corpus, it 
is tempting to combine them in order to get a new 
and better corpus for MT. 

We will present in this paper a method that en-
ables us to combine two partially overlapping cor-
pora by also checking and improving the quality of 
the alignment. 

While it has been common practice to compare 
and evaluate alignment quality when describing 
alignment methods, comparing and evaluating the 
alignments of completed parallel corpora is a novel 
approach without precedent. 

The paper first introduces the English-Estonian 
parallel corpus, describing briefly it’s content, the 
alignment method, the size, etc. Next, a report will 
be presented of some work involving the parallel 
corpus that has been done. This work includes de-
termining the overlapping parts of two parallel 
corpora that have been created independently, but 
contain overlapping texts. Secondly, we have com-
pared and evaluated the alignment quality of the 
overlapping parts of two English-Estonian corpora 
semi-automatically, using an alignment similarity 
feature. Based on this work, (Fishel & Kaalep, 
2008) have created a method to combine two cor-
pora into one.  

Also, a report of an experiment is presented in-
volving extraction of terminological source materi-
al for an English-Estonian lexicon, using the lan-



guage-independent word aligners developed by 
Swedish researchers within the Plug project (Tie-
demann, 2002). To our knowledge, this is the first 
attempt to generate a bilingual lexicon with one of 
the languages Estonian, by automatic means. 

The availability of multilingual lexica with con-
text specific data is a critical requirement of ac-
ceptable statistical MT results. Such lexica can also 
be used, similarly to parallel corpora themselves, 
in human translation, language learning, and even 
in the field of semantics, e.g. in automatic sense-
tagging and other disambiguation tasks (Ide et al, 
2002). 

Section 2 of this term paper gives a short over-
view of other parallel corpora that contain Estonian 
as one language. Additionally, in this background 
section the first results of using the English-
Estonian parallel corpora as a basis of statistical 
MT are presented. Section 3 describes briefly the 
JRC-Acquis parallel corpus and the UT parallel 
corpus that provide source material for our expe-
riments, while section 4 gives a report of compar-
ing and combining the two corpora. In section 5, 
various possibilities of using parallel corpora are 
discussed. Section 6 deals more closely with one of 
these possibilities that we have tried to implement, 
automatic lexicon extraction. Section 8 offers a 
discussion of some future research. The paper is 
concluded in section 9. 
 

2 Background  

2.1 Parallel Corpora with Estonian as One 
Language 

In the simplest case of parallel corpora two lan-
guages only are involved: one of the corpora is an 
exact translation of the other. Some parallel corpo-
ra, however, exist in several languages. An exam-
ple of the latter is the probably largest parallel cor-
pus in existence, the JRC-Acquis1 corpus together 
with the manually corrected DGT Translation 
Memory, that is a collection of parallel texts in 22 
languages, including Estonian.   

Also, the direction of the translation need not be 
constant, so that some texts in a parallel corpus 
may have been translated from language A to lan-
guage B and others the other way around. That is 

                                                 
1 http://langtech.jrc.it/JRC-Acquis.html  

the case of the original parallel corpus of the Uni-
versity of Tartu2 (UT corpus) that includes legisla-
tive texts translated from Estonian to English, and 
also EU legislation translated into Estonian. 

In addition to the JRC-Acquis corpus and the 
UT corpus there are some smaller parallel corpora 
that include Estonian texts: the annotated „1984“ 
corpus3, the OPUS corpus4 (ca 1 million words in 
both languages) etc.  

Also worth mentioning is a large parallel corpus, 
containing proceedings of the European 
Parliament, the Europarl 5 . Unfortunately it does 
not include Estonian texts, although it has Finnish. 
Finnish is a language that is very closely related to 
Estonian and thus it is possible e.g. to test some 
hypothesises involving the Estonian-English UT 
corpus on the Finnish-English part of the Europarl 
corpus (Fishel, 2008). 

An example of a syntactically annotated parallel 
corpus is the Sofie Treebank6 that also includes the 
Estonian translation of Jostein Gaarder's novel So-
fies verden. 

2.2 Alignment of Parallel Corpora 

Various techniques have been invented to align 
texts in different languages. All of them rely on 
some way of identifying the “anchor points”, i.e 
the regions in text in which alignments are to be 
sought. Correct alignment is a very important fac-
tor in terms of latter usability of a parallel corpus.  

The quality of text alignment relies mostly on 
various characteristics of the texts to be aligned: 
structural differences between texts, type of trans-
lation, sizes of texts, linguistic distance etc. All of 
these factors need to be considered when aligning 
the texts (Singh & Husain, 2005). 

2.3 Phrase-Based Statistical MT 

Of various methods of MT, statistical MT has 
the advantages of being most easily adaptable to 
new language pairs and that of (at least in theory) 
language independence. Thus, the sole requirement 
of applying a statistical MT system to a new lan-
guage pair is a parallel corpus of sufficient size 
(that being at least 20-30 million words). A transla-

                                                 
2 http://www.cl.ut.ee/korpused/paralleel/index.php?lang=en  
3 http://nl.ijs.si/ME/ 
4 http://urd.let.rug.nl/tiedeman/OPUS/  
5 http://www.statmt.org/europarl/  
6 http://www.hf.uio.no/tekstlab/prosjekter/SOFIE.htm  



tion system can use such corpora to detect transla-
tional probabilities, and to create a language model 
of the target language. 

 (Fishel et al, 2007) give a report of the first re-
sults of using English-Estonian parallel corpora in 
statistical phrase-based MT. These results show 
that statistical MT is applicable to Estonian and the 
domain of legislation represented in the corpora. In 
spite of notable problems of different word order-
ing of phrases, and that of sparse data caused by 
high morphological variance in Estonian, the 
BLEU scores of the translation were very high. 
The BLEU score of the SMT models trained on the 
combined corpus7 was 41.6, and 45.22 when tested 
on the UT and JRC-Acquis test set, respectively. 
That is most probably due to the constrained nature 
of the legislation language of the corpora (Fishel et 
al, 2007). 

Next, another set of experiments was conducted 
by Mark Fishel (Fishel, 2008), inspired by the idea 
of using morphological templates for improving 
statistical MT output. Such templates can be ob-
tained by preprocessing parallel corpora via replac-
ing each word-form with a more general category 
(like its part-of-speech) and training a new SMT 
system with it.  

Quoting (Fishel, 2008): „The approach is poten-
tially beneficial for languages with limited availa-
bility of corpora and language processing tools. In 
particular, there is no requirement for syntactic 
analysis or language processing of higher levels.“ 

(Fishel, 2008) has evaluated different categories 
for replacing the source and target language words, 
considering different combinations of levels of de-
tail in the source and target language.  

The experiment results show that the selected 
levels of detail can cause only slight improvement 
with the used corpus. The author suggests that the 
main reason of this is that in Estonian-English 
translation word order difference is much more 
influential than morphology difference. 
 

3 English-Estonian Parallel Corpora  

We had two English-Estonian corpora of legisla-
tion texts at our disposal. 

 

                                                 
7 This was a previous version of the combined corpus, ac-
quired by simple concatenation. 

• UT corpus 

The corpus of the University of Tartu has two 
parts that represent the different source languages. 
One part is the Estonian legislation and its transla-
tions that make up 150,000 parallel units (sen-
tences or list elements) in 400 texts, in total 1.7 
million tokens in Estonian and 2.9 million in Eng-
lish. The other part consists of EU legislative texts 
that make up 280,000 parallel units (sentences or 
list elements) in 4,000 texts, totaling 3.3 million 
tokens in Estonian and 4.9 million in English. 

 
• JRC-Acquis corpus 

The corpus of EU legislation, Acquis 
Communautaire (version 2.2) is a parallel corpus 
of 22 European languages with an average of 8.8 
million tokens in 7,600 texts per language. The 
Estonian part is 7.2 million and the English part 
9.9 million tokens (Steinberger et al, 2006). Hav-
ing downloaded both the texts and scripts for pro-
ducing the alignments from the project home page8 
and run the scripts, we found that the resulting 
English-Estonian sub-corpus contains 300,000 pa-
rallel units in 7,900 texts, in total 4.6 million to-
kens in Estonian and 6.8 million in English. Thus, 
this sub-corpus has considerably less tokens per 
language than the original corpus where all the 
language pairs are present. 

The alignments of both corpora were produced 
with language independent methods. 

The UT corpus was aligned with the Vanilla 
aligner 9  that uses the algorithm from (Gale & 
Church, 1993). Details of the alignment procedure 
can be found in (Kaalep & Veskis, 2007). 

The alignment of the JRC-Acquis documents 
was done by the publishers of the JRC-Acquis cor-
pus using the alignment software tools Vanilla 
(versions 2.2 and 3) and HunAlign (version 2.2), 
without manual correction. 

 

4 Combining the Corpora 

In order to combine the English-Estonian subset 
of the freely available JRC-Acquis corpus with the 
corpus of the University of Tartu, we had to deal 
with the fact that these two corpora partially 

                                                 
8 http://langtech.jrc.it/JRC-Acquis.html  
9 http://nl.ijs.si/telri/Vanilla/ 



overlap. This can be seen as a disadvantage be-
cause it makes combining them more difficult: one 
should not include both of the overlapping parts, 
while recognising the overlapping parts is difficult 
because of the variety of conventions and formats 
of real corpora. However, overlapping also enables 
one to compare the corpora and thus evaluate them 
semi-automatically. 

Thus, a method has been developed (Kaalep & 
Veskis, 2007; Fishel & Kaalep, 2008) which en-
ables us to combine two corpora by also checking 
and improving the quality of the alignment. 

The aim of the method is to process two parallel 
corpora that have common source documents. 
Finding these common documents is not a trivial 
task, because deciding whether two texts are really 
the same is difficult. Texts with the same contents 
may have different lay-out, some parts of one text 
may be missing from the other or be in a different 
location. In case of legislative texts, for example, a 
date may be the first element of a text, or follow 
the heading, or precede the signature in the end, or 
be the last element of the text. Alternatively, texts 
that look very similar may actually be different. 
For example, a legislative act may repeat a pre-
vious one almost word by word. Hence, the com-
parison of texts, even if we use approximate 
matching, is bound to give some incorrect results. 

Fortunately, the EU documents have CELEX 
codes, i.e. codes used for identifying them. A 
translation has the same CELEX code as the origi-
nal. It is possible to transform both the JRC-Acquis 
and the UT corpus so that an aligned text is a sepa-
rate file with its CELEX code. This way it was 
possible to identify 2000 files in both corpora that 

should have the same content, and use these sub-
corpora for evaluation. 

We created an algorithm to find an alignment 
similarity criterion that we used as an indicator of 
the segments that need closer inspection. By means 
of this criterion, we compared and evaluated the 
alignment quality of these overlapping parts of the 
corpora. Details of this work, and the results can be 
found in (Kaalep & Veskis, 2007). 

Having determined the correspondence between 
the sentence pairs of both parallel corpora, it can 
be further used to combine the two parallel corpora 
in the preferred way (whereas repetitions in the 
resulting combination are avoided), to increase the 
segmentation level of one corpus on the account of 
the other, to check the accuracy of one corpus 
against the other, detect error locations for manual-
ly correcting them, etc. (Fishel & Kaalep, 2008) 

As a result, we now have two combined corpora, 
one with maximum size, and the other with maxi-
mum alignment accuracy. The sizes of these cor-
pora are presented in table 1. If we add up the sizes 
of the combined files (max. size) and sizes of texts 
present in one and the other corpus only, we get 
the size of the combined corpus which is 20 mil-
lion words and 440 000 sentences. 

However, the newer version of the JRC-Acquis 
corpus includes 55 million words of English and 
41 million word of Estonian text. This fact sug-
gests that we could get a much larger corpus by 
combining the newer (3.0) version of the JRC-
Acquis with the UT corpus. Unfortunately, the new 
version of the JRC-Acquis does not include the 
HunAlign alignments yet, and the Vanilla align-
ment has proven to be much less accurate (Kaalep 
& Veskis, 2007). 

 

 

Num. 
of 
Files 

Num. of 
Sentences 

Num. of 
Words 
(million, 
est/eng) 

Files present in UT corpus 
only  2269 135 509 2.02 / 

2.97 

Files present in Ispra 
corpus only* (16MiB) 5814 205 568 3.26 / 

4.87 

UT files present in both 
Corpora  

2002 
92 327 1.25 / 

1.86 

Ispra files present in 
both Corpora* (5.1MiB) 67 622 1.08 / 

1.66 



Combined files - max. size
(maximum sentences in-
cluded, Ispra 
as guideline if error) 

98 244 1.35 / 
2.01 

Combined files - max. ac-
curacy  
(only sentences that match 
and are present in both 
corpora included) 

55 710 0.87 / 
1.34 

 
Table 1. The existing English‐Estonian parallel corpora (Fishel & Kaalep, 2008). 
 
 

5 Possible Applications of Parallel Cor-
pora  

The most common and well-known uses of pa-
rallel corpora, according to (Borin, 2002: 14), are: 
(1) for contrastive and typological grammatical and 
lexicographical studies in linguistics, (2) for know-
ledge acquisition for machine translation in com-
putational linguistics, and, (3) as a source of au-
thentic contrastive language data in language learn-
ing and teaching. 

Other possible applications of parallel corpora 
include cross-language information retrieval (Da-
vis, 1998), cross-language text categorization 
(Gliozzo & Strapparava, 2005), lexicon extraction 
etc.  

For contrastive research as well as for for lan-
guage learning, one can choose to detect parallel 
concordances from a corpus, e.g. by using a spe-
cialized software like ParaConc10.  

A parallel concordance is a list of particular 
word or a sequence of words in context and in pa-
rallel context (the context of the equivalent word in 
the other language). This is one way of using a pa-
rallel corpus in the function of a bilingual lexicon 
or as a complement to existing lexica, especially in 
view of stylistics or idiomatic expressions. Another 
possibility is automatic lexicon extraction that is 
discussed in the next section. 
 

                                                 
10 http://www.athel.com/para.html  

6 Lexicon Extraction 

6.1 Methods of Lexicon Extraction 

There are many different approaches for bilin-
gual lexicon derivation from parallel corpora, aim-
ing usually to acquire general bilingual lexica by 
the use of statistical means, and large parallel cor-
pora. 

The task of bilingual lexicon extraction is very 
similar to aligning corpora at the word level. The 
difference of lexicon extraction lies in excluding 
much of the information, like grammatical func-
tions, uncertain relations, etc., from the obtained 
lexicon.  

It is possible to divide most of the recent ap-
proaches of bilingual lexicon extraction roughly 
into two categories (Tufiş, Barbu, 2001: 156; Tie-
demann, 2003). The hypotheses-testing methods 
such as (Gale & Church, 1991), (Smadja et al, 
1996), etc., are based on producing a list of transla-
tion equivalence candidates that are statistically 
analyzed, after which translation-equivalence pairs 
are being extracted independently of one another 
(local maximisation). The estimating approaches 
(e.g. Hiemstra, 1997) start from generating a prob-
abilistic bitext model. Thus, sets of translation 
equivalents can be considered when extracting 
translation-equivalence pairs (global maximisa-
tion). See (Tiedemann, 2003) for more detailed 
description of various lexicon extraction methods. 
 
6.2 Plug Word Aligner 
 

We have used a collection of tools called the 
Plug Word Aligner (PWA)11

 to extract an English-
                                                 

11 http://stp.lingfil.uu.se/plug/pwa/ 



Estonian lexicon from the above mentioned 
English-Estonian parallel corpora, the original UT 
corpus, and the JRC-Acquis corpus (version 2.2). 

PWA comprises two word alignment systems, 
the Linköping Word Aligner (LWA) and the 
Uppsala Word Aligner (UWA) both of which were 
developed within the PLUG („Parallel Corpora in 
Linköping, Uppsala and Göteborg“) project 
between the years 1997 and 2000 at Uppsala 
University. The PWA modules are integrated in the 
Uplug modular corpus toolbox (Tiedemann, 2002).  

PWA is a language independent, or „knowledge-
lite“ word aligner that uses hypotheses-testing 

methods and very little linguistic knowledge. It 
requires as input a sentence aligned bitext and the 
output is a list of word occurrence 
correspondences. 

Although it is, by definition, „knowledge-lite“, 
PWA still comes with some language settings for 
Swedish, English, and French. The settings are 
stored in language files that can be modified by the 
user to apply to other languages. The multi-word 
unit handling of PWA is designed in view of 
English-Swedish or other English-Germanic 

 
Figure 1. The Uppsala Word Aligner (Tiedemann, 2003) 
 
 
language pair differences in compound word 
composition (Ahrenberg et al, 2000). This is an 
advantage from the point of view of Estonian, as
compound forming in Estonian is similar to 
Germanic languages. 

 

6.2 Uppsala Word Aligner 

The Uppsala Word Aligner implements a „gree-
dy“ word alignment approach based on association 
measures and alignment heuristics. Different re-

sources are combined in an iterative alignment 
process (see figure 1). 

First, multi-word units for both languages are 
extracted. Next, alignment candidates that are 
found by means of string similarity metrics (LCSR 
scores, Dice scores, etc.), are collected and ranked 
according to their association score. Several heu-



ristics help to keep the collection of link candidates 
as clean as possible. 

 

6.3 Estonian-English Lexicon Extraction with 
UWA 

For the experiment of Estonian-English lexicon 
extraction with UWA, the original UT corpus was 
combined with the JRC-Acquis corpus (version 
2.2) by simple concatenation. Both corpora were 
converted to the specific form of PWA bitext input 
files, so that the segment of one language part cor-
respond to the segment of the other language ac-
cording to numerical tags. 

In addition to the corpus input files, we also 
used as input a user dictionary (an English-
Estonian dictionary of the Institute of Estonian 
Language12 ) and a morphology file containing in-
formation about some typical word endings and 
irregular verb forms in Estonian. The pre-
processing of these materials also involved various 
semi-automatic filtration of the user dictionary. 

Also, we carried out a second experiment of lex-
icon extraction, using only the UT corpus as source 
material. Figure 2 presents a random fragment of 
the output of the first experiment.  

A simple visual inspection of the output lexica 
suggests that the correlation between multi-word 
units and compound words is dealt with quite effi-
ciently in the case of the English-Estonian lan-
guage pair. However, one also notices a multitude 
of translational discrepancies that is due to mor-
phological differences of both languages. Several 
errors in the lexicon seem to accrue from differ-
ences in word ordering in English and Estonian. 
Also, the weight of string similarity measures ap-
plied by the program was probably too high when 
ranking the translation pairs. One has to consider 
that string similarity measuring does not work 
equally well in the case of languages that belong to 
completely different language families like Finno-
Ugric (Estonian) and Indo-European (English), 
compared to language pairs like English-Swedish. 

 
{reserve officer} 
{ 
    1X:reservohvitseri 
} 
{reserve officer candidates} 

                                                 
12 http://www.eki.ee/dict/inglise/  

{ 
    
1X:reservohvitserikandidaat 
} 
{reserve officer courses} 
{ 
    
1X:reservohvitserikursusel 
} 
{reserve positions and} 
{ 
    2X:reservipositsioonid ja 
} 
{reserve power system} 
{ 
    1X:reservelektrisüsteem  
} 
{reserve ratio} 
{ 
    3X:reservibaasi 
    2X:reservimäära 
} 
{reserve service} 
{ 
    1X:reservteenistus 
 

Figure 2. A fragment of the automatically generat-
ed English-Estonian lexicon, using UWA 

 
The lexicon that was generated as a result of the 

first experiment contains 131 000 lexical entries 
and 482 000 tokens. The other lexicon that was 
acquired using only the UT corpus contains 97 000 
entries and 318 000 tokens. 

 

6.4 Linköping Word Aligner 

LWA is based similarly to UWA on statistical 
alignment methods, especially on the ones de-
scribed in (Fung & Church, 1994), and (Melamed, 
1997). The alignment algorithm is iterative, i.e. the 
translational equivalents candidates are being ex-
tracted from a bitext, then those candidates will be 
deleted from the bitext, and the cycle is repated 
(Sågvall Hein, 2002). The base algorithm is com-
plemented by four additional modules, and the user 
interface of the program enables the user to fine-
tune several parameters and settings. 

Due to the size limit of the input text files of 
LWA, we only used a random part of the UT cor-
pus of 10 000 parallel segments for the next extrac-



tion experiment with LWA. The output lexicon 
contained 8500 head words. Figure 3 presents a 
fragment of this lexicon. 

 
kinnitades confirming  
kinnitades reaffirming 
kinnitatud affixed 
kinnitava assurance 
kinnitavad reaffirm 
kirikute  churches 
kirjalik  written 
kirjalike written 
kirjalikke written 
kirjaliku written 
kirjalikult writing 
kirjalikust written 

 
Figure 3. A fragment of the automatically generat-
ed English-Estonian lexicon, using LWA.  

6.5 Evaluation of the Extracted Lexica  

The ARCADE project (Véronis & Langlais, 
2000), concerned with the standardization of eval-
uation of parallel text alignment systems, is one 
way of evaluating lexica that are extracted from 
parallel corpora. An alternative way is an evalua-
tion method developed by the authors of PWA 
(Ahrenberg et al, 2000b: 4) which, unlike the AR-
CADE methods, takes into account also a system’s 
capability of segmenting the input texts correctly 
into multi-word units, and also the cases when the 
alignment of multi-word units can be considered 
only partially correct. 

The PWA software system contains a module 
for evaluating the output lexicon with both of these 
methods. However, a prerequisite of using this 
module is a gold standard file for automatically 
comparing the output with correct results.  

Unfortunately, there is currently no such gold 
standard for the English-Estonian language pair. 
Therefore, we manually checked 50 random entries 
of the lexicon that were extracted from the conca-
tenated UT and JRC-Acquis corpora with UWA. 
The accuracy of this sample proved to be 60 %. 
The same evaluation procedure, performed with 
the lexicon that was generated with only the UT 
corpus as source material, yielded in an accuracy 
of 87 %. Finally, the accuracy of the lexicon gen-
erated with LWA was 61 %. 

The higher score of the lexicon with only the UT 
corpus as source material is explicable by the more 

precise alignment of the UT corpus when com-
pared to the Vanilla alignment of the JRC-Acquis 
corpus. Another cause to the high score may be 
that the last stage of extracting the lexicon from 
combined corpora may have been carried out in-
completely by UWA due to the size of the input 
corpora. 

In addition to evaluation of the correctness of 
extracted lexica, we also compared the extracted 
lexica with ESTERM13, a translation oriented Eng-
lish-Estonian lexical database that, similarly to the 
source corpora of the extracted lexica, contains 
bilingual vocabulary that originates from the legis-
lation of the European Union and of the Estonian 
Republic. A manual inspection of 25 random cor-
rect entries of the lexicon that was extracted from 
the combined corpora as a result of our experi-
ment, had the following outcome. In 12 cases of 
25, the lexicon entry occurred as roughly the same 
in ESTERM (with both the English term and the 
Estonian translation being the same as in our ex-
tracted lexicon). Yet, in 11 cases of 25, the correct 
entry was missing from ESTERM. Consequently, 
in addition to other possible uses, lexica generated 
with PWA can be applied to complement existing 
terminological databases like ESTERM. 
 

7 Discussion and Future Research 

Currently the texts of the English-Estonian pa-
rallel corpus have been only sentence-aligned. Fu-
ture work may include adding phrase- or word-
level alignment and morphological/POS tagging to 
the corpus or a subset of the corpus. Thus, syntac-
tically parsing and annotating the subset would 
mean the creation of a treebank that would fur-
thermore expand the range of possible applica-
tions. 

There are many problems that complicate the 
alignment of a Finno-Ugric language like Estonian 
with Indo-European languages like English. These 
problems include differences in morphological ty-
pology and syntactic structures (differing word 
order, compound word formation, etc.) of these 
languages. Same sort of problems constrain the 
scores of MT between these language pairs (Fishel, 
2008). 

                                                 
13 http://mt.legaltext.ee/esterm/  



However, there has been some success in align-
ing even entirely unrelated languages like English 
and Chinese that use different writing systems 
(McEnery et al, 2000). This and similar work make 
seem word alignment of the English-Estonian cor-
pus feasible as well. 

The task of English-Estonian word alignment as 
well as that of lexicon extraction can furthermore 
be made more efficient by various kinds of pre-
processing (including manually correcting the 
alignment, automatical division of compounds into 
their constituents in order to more resemble Eng-
lish, etc.) and post-processing of the parallel cor-
pus or generated lexica. 

We also plan to repeat the MT and lexicon ex-
traction experiments, using the combined corpus 
(described in section 4) together with the new and 
larger version of the JRC-Acquis corpus (and pos-
sibly the DGT Translation Memory). 

Bilingual terminology extraction is a useful 
starting point for other possible future applications 
of the corpus, such as human translation, comput-
er-assisted translation, and MT. Moreover, the ex-
tracted bilingual data can be used by the MT appli-
cation to improve the results of translation.  

Comparing and evaluating parallel corpora re-
sulted in many answers to the questions that arised 
from the first experiments of Estonian-English sta-
tistical MT (Fishel et al, 2007). However, many of 
those questions still are in need of answers. 

8 Summary 

In this paper, we presented a report of the work 
of creating the English-Estonian parallel corpus of 
the University of Tartu, and of some of the expe-
riments involving this parallel corpus. 

In the process of creating the corpus, we devel-
oped a method that makes it possible to combine 
two partially overlapping corpora by also checking 
and improving the quality of the alignment. 

From all possible applications of parallel corpo-
ra, we chose first to focus on automatic lexicon 
extraction from parallel corpora, using the “know-
ledge-lite” approach of the authors of the PWA 
software. Although lexicon extraction as well as 
word-level alignment, and statistical MT, are quite 
complex tasks in the case of an unrelated language 
pair like English-Estonian, the first results are 
promising. However, all experiments that were 
under discussion in this paper, need to be repeated 

on a larger parallel corpus with better alignment 
quality, and extended annotation. 
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